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Monocular 2D multi-person pose estimation in videos is essential for applications
such as surveillance, action recognition, kinematics analysis, and medical diagnosis. Ex-
isting state-of-the-art offsets-based methods extract temporal features from offsets in con-
secutive predicted rough skeletons for better preciseness in fine-tuned the skeletons. How-
ever, the precision of existing single image-based models of rough skeleton prediction,
such as HRNet, dropped due to shifting of target persons in propagated bounding boxes
and resulted in inconsistent estimated poses in consecutive frames. To conquer this prob-
lem, we proposed an Ordinal Depth-Guided-Convolutional Neural Network (ODG-CNN)
to address the issue. The proposed ordinal depth guides the Ordinal Depth-Guided Block
(ODGB) in the ODG-CNN to reweight features for target persons in bounding boxes. Ex-
periment results on the PoseTrack 2018 dataset indicate that the proposed ODG-CNN
achieves the highest performance in terms of mean Average Precision (mAP). The pro-
posed ODG-CNN is suited for applications, such as use of telehealth for early detection
and intervention of developmental delays in children, which needs high accuracy of video-
based estimated poses.

Keywords: convolutional neural network (CNN), human pose estimation (HPE), multi-
person pose estimation, ordinal depth, video-based HPE

1. INTRODUCTION

Human pose estimation (HPE) [1] has been studied in computer vision for years. It is
a fundamental task for applications, such as surveillance [2], action recognition [3], and
kinematics analysis [4], and medical diagnosis [5], which need precise skeletons across
video frames. Most of the researches focusing on estimating human poses in a single image
only considers the spatial context of images. While the precision of the image-based meth-
ods in static and high-quality images has improved considerably in recent years, perfor-
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mance drops in video frames are inevitable due to blur, video defocus, and frequent pose
occlusions [17]. In contrast, video-based HPE approaches take advantages of both spatial
and temporal features for better performance. In comparison with single-person pose esti-
mation, multi-person pose estimation is more challenging due to the occlusion problem
between persons.

Current methods of HPE fall into two categories: bottom-up methods and top-down
methods. Bottom-up methods, such as OpenPose [13], locate joints in an image followed
by grouping joints into persons who they belong to. Top-down approaches iteratively esti-
mate a pose with samples cropped by bounding boxes predicted by object detectors, such
as Faster-RCNN [6] and YOLOv3 [7]. Generally, top-down approaches perform better
than bottom-up approaches which trade-off time efficiency for joints precision. State-of-
the-art video-based HPE approaches focus on extracting temporal features from image-
based pose estimators. The LSTM-based method [14] applies long short-term memory
(LSTM) learning and transferring temporal knowledge of a single person from the previous
frames to the current frame. Offset-based methods [15-17] employ deformable convolution
networks [22] learning pose offsets among adjacent frames for refining estimated poses of
the current frames based on single-frame pose estimators as well.

1.1 Problem Statement

Although offset-based methods [15-17] have achieved the state-of-the-art precision
of skeletons, these methods employ a bounding box propagation strategy for retrieving
skeletons of a person among consecutive frames which trades-off consistent bounding
boxes for precisions. The strategy uses the same bounding box as the one in the current
frame for addressing the missing bounding boxes issue; however, people shifting within a
propagated bounding box is inevitable and leads to target persons not locating at the center
of the box. Such an occurrence is equivalent to the bounding box shifting issue [10] that a
target person is not locating at the center of its predicted bounding box. The issue drops
the performance of top-down approaches due to the approaches being trained with target
persons located at the center of bounding boxes. Furthermore, the occurrence gets worse
when crowded people are in bounding boxes.

1.2 Contribution

To overcome the bounding box shifting issue, we proposed a high-precision ordinal
depth-guided-convolutional neural network (ODG-CNN) for multi-person pose estimation.
Firstly, the proposed ODG-CNN is supervised with the proposed ordinal depth label. The
proposed labeling algorithm defines the ordinal depth of the target person in a bounding
box as front, middle, or back, relative to its nearest person when he/she exists. We also
proposed an Ordinal Depth-Guided Block (ODGB). The predicted ordinal depth is for-
warded to the proposed ODGB which adaptively reweights features spatial-wisely and
channel-wisely according to the ordinal depth and input features.

In summary, the contributions of this paper are two-fold:

e We proposed ODG-CNN which addresses the issue of imperfect propagated bounding
boxes in adjacent frames. Our approach achieves state-of-the-art results on the PoseTrack
2018 dataset [21].

¢ We proposed an ordinal depth labeling algorithm that defines an ordinal depth of a person
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to its nearby persons in its bounding boxes. The ordinal depth is augmented information
for the proposed ODGB to reweight features for better estimated poses.

1.3 Paper Outline

The rest of this paper is organized as follows. Section 2 presents the background and
related work. In Section 3, we describe the details of the proposed method. Section 4 de-
picts implementation details of the experiments and experiment results. Finally, Section 5
gives conclusions and future work.

2. BACKGROUND AND RELATED WORK

In this section, we briefly introduce the self-attention mechanism (SAM) which was
employed in our method. Then related work is reviewed.

2.1 The Self-Attention Mechanism

The self-attention mechanism (SAM) [31] learns correlations within inputs by trans-
forming the inputs into query, key, and value. Attention scores are calculated through ma-
trix multiplication of the key and the query. Self-attention is completed by adding the input
data and the output of matrix multiplication between the attention scores and the value. W.
Xiaolong et al. [24] proposed a non-local network (NLNet) sharing the idea of the self-
attention mechanism for learning long-range dependencies point pairs in feature maps, as
shown in Fig. 1 [25]. The value, key, and query are corresponding to the outputs of trans-
formation functions, Wy, Wi, Wq. After transformation, feature maps are reshaped for ma-
trix multiplications and are shown as feature dimensions. For example, C x H x W denotes
a feature map with channel number C, height H, and width W. Finally, the self-attention
mechanism is completed after the addition of the multiplicative features (obtained from
the convolution of Cx Hx W and W;, a weight matrix) and input features.

Y
a
\

Y

Fig. 1. Architecture of an extension of the self-attention mechanism, a non-local block. Conv. denotes
2D convolution, @ denotes broadcast element-wise addition, and ® denotes matrix multiplication.
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2.2 Related Work

Fig. 2 shows classification of related studies on video-based HPE. In video-based
HPE, the recurrent neural network (RNN) and the convolutional neural network (CNN)
are used to extract temporal features. RNN-based methods connect nodes that form a di-
rected graph along a temporal sequence. CNN-based methods learn temporal features in
video sequences by concatenating features in consecutive frames. A kind of RNN, LSTM
is employed for memorizing long short-term temporal features. In CNN, four types of
methods are applied to handle temporal features: optical flow, 3D CNN, propagation and
pose offset. The optical flow-based method makes use of a technique tracking motion of
the image pixel with pixel intensity. The 3D-CNN-based method lets networks learn tem-
poral features by themselves. The propagation-based method propagates information across
frames as temporal guidance [16]. The method of pose offset learning temporal features
are based on consecutive probability density maps of joints, such as heatmaps. Specifically,
most pose offset-based methods are based on consecutive rough poses estimated from off-
the-shelf single image-based pose estimation methods independently, which will make
these methods not robust to imperfect propagated bounding boxes. Although the proposed
ODG-CNN method is also a pose offset-based method, it takes advantage of the ordinal
depth information which will make the proposed method more robust to imperfect propa-
gated bounding boxes.

| Video-based pose estimation |

{ LSTM Optical flow Propagation 3D-CNN Pose offset
[y = i [T T T T T T T T T e I 1
LSTM pose ! { Thin-slicing ! ! H
[ I ! ! STAF 1| Detect-and-track | Ordinal depth-
machine | network | \ \ Rough pose uided pose
R v B VA e e T i L e e
I PoseWarper ||! ODG-CNN
| _[151,2018_ |1 _ (proposed) _
PPN
| _ [16],2020__|
I DCPose |
L 1712021 |

Fig. 2. Classification of related studies on video-based HPE.

2.2.1 Bottom-up HPE

Propagation-based: Bottom-up based HPE methods detect joints for all persons at once
in an image without identifying instances and then group the predicted joints into persons
who they belong to [13]. This enables bottom-up methods to achieve real-time pose esti-
mations. To further extract temporal features, Y. Raaj et al. [18] proposed a temporal af-
finity field (TAF) based on the partial affinity field (PAF) proposed by OpenPose [13].
TAFs are dependent on PAFs and extracted features from the current and the previous
frames, as well as TAFs from the previous frame [18].
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2.2.2 Top-down HPE

3D-CNN-based: R. Girdhar et al. [19] proposed a 3D human pose predictor by extending
Mask R-CNN [32]. The operations of 2D convolution in the model are transformed to 3D
convolution for extracting temporal features in a short clip. 3D filters are initialized by
extending the parameters of a pretrained 2D network with a center initialization method.
The proposal network proposes tube candidates with instance-specific features for regres-
sion (bounding box proposal), classification (human or not), and pose estimation.

LSTM-based: Y. Luo et al. [14] proposed a method extracting temporal features in 2D
single-person videos. The approach extends CPM [9] for learning estimated heatmaps.
Gaussian masks focusing on each joint are added with previous results and the estimated
joint heatmaps of the current frame are fed to LSTM for learning dynamics and location
of each joint. The model achieves high precision in the single-person video; however, ex-
tracting temporal features of target persons in a multi-person environment is severely im-
pacted by occlusion [17].

Optical flow-based: J. Song et al. [20] warps heatmaps estimated by CPM [9] as a rough
estimation. Then, aligned heatmaps are generated by warping the heatmaps of the same
persons in adjacent frames to the current frames with dense optical flow, pixel-wise flow
vectors, for the stability of joint predictions. In the spatio-temporal inference stage, it for-
mulates a spring energy model describing the action ranges of each joint defining a human
skeleton. With multiple warped poses inferred from the previous and the subsequent
frames via optical flow, the proposed model determines the final joints locations based on
the belief propagation algorithms [34].

Pose offset-based: G. Bertasius et al. [15] predicts auxiliary poses by employing a strategy
of propagating a bounding box of a current frame to its adjacent frames which reduces
chances of missing bounding boxes from human detectors. With an auxiliary pose and a
pose in previous and keyframes, its dilated deformable convolutional module learns multi-
scale offset between the poses for fine-tuning the pose of the keyframe. Y. Liu and J. Chen
[16] proposed a light-weighted model which contains pose propagation units (PPU) built
upon dilated deformable convolutional modules [15]. The approach recurrently estimates
poses in every short clip. Starting with the first frame, the final pose in one frame is prop-
agated to an inference of the next frame (the next iteration) as guidance for pose refinement
in the next frame. The elementwise addition of propagated heatmaps and the preliminary
pose drives the dilated deformable convolutional module [15] to learn the weights between
propagated and preliminary heatmaps in the training phase. Zhenguang Liu et al. [17] pro-
posed a dual consecutive network making use of auxiliary poses from previous and next
frames with deformable convolutional module which augments pose information from the
next frame for adjustment and won the first place in multi-person challenges, PoseTrack
2017 [21].

Pose offset-based methods currently perform better than the other methods in the multi-
person dataset, PoseTrack [20]. It typically employs image-based pose estimators as the
backbone and fine-tunes the rough poses from it. These methods employ a bounding box
propagation strategy under the assumption that a person in consecutive frames changes
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slightly and pose estimators produce a pose to the same person in the consecutive frames
with the propagated bounding box. However, when it comes to a target person and multiple
persons appearing in a propagated bounding box of the target person, the target person
shifting in the bounding box due to either the target person’s self-movement or camera
motion in consecutive frames may cause top-down pose estimators unstably to predict the
pose in the propagated bounding box. Furthermore, the erroneous skeleton will cause the
offset-based methods to fail to refine joints with temporal features from erroneous ones.

In summary, the main differences between state-of-the-art studies and the proposed
ODG-CNN method in monocular video-based HPE are shown in Table 1. In this work, we
proposed an ordinal depth-guided-convolutional neural network (ODG-CNN) which ex-
plores the ordinal depth of a target person in the multi-person image for further feature
reweighting. The proposed ODG-CNN model estimates the poses in the bounding box by
referring to the predicted ordinal depth information that enhances the precision in propa-
gated bounding boxes for better refinement of poses.

Table 1. Comparison of state-of-the-art studies in monocular video-based HPE.

Method Temporal resource Pros Cons
Detect-and- Bidirectional temporal features
Track 3D Mask R-CNN for both detection and estima- Lower precision
[19], 2018 tion

Temporal affinity field

STAF Lower computations in the effi- More computation in the
[18], 2019 (CTI\'TI\'T) [18] and recurrent cient version (26 fps) high precision version
PoseWarper . Single directional temporal fine-  Not robust to propagated
[15], 2019 COTSEELNE EETETS tuning bounding boxes
DCPose ’ Bidirectional temporal finetun- Not robust to propagated
[17], 2021 Consecutive heatmaps ing bounding boxes
— Bidirectional temporal fine-
ODG-CNN Ordinal depth-guided tuning I EEE
(proposed) consecutive heatmaps — Ordinal depth-guided for fea- P

ture reweighting

3. PROPOSED ORDINAL DEPTH-GUIDED CONVOLUTIONAL
NEURAL NETWORK

In this section, we first introduce the proposed ordinal depth labeling algorithm which
is to differentiate person-specific ordinal depths between people in an image. Then, the
proposed ordinal depth-guided block (ODGB) and the details of the proposed ODG-CNN
are described.

3.1 Ordinal Depth Labeling Algorithm

Although the model of R. Khirodkar et al. [12] improves the performance of HRNet
[11] with multi-hypothesis, the condition A does not contain additional information but 0
and 1. Therefore, inspired by the idea of ordinal relations in G. Pavlakos et al. [27] that
annotates ordinal relations between joint pairs in 2D images, we proposed an algorithm to
label the ordinal depth of a person to its nearby persons with one-hot encoding. Due to the
dataset such as PoseTrack 2018 does not has annotations of ordinal depth as the manual
annotations in G. Pavlakos et al. [27], we provided an ordinal depth labeling algorithm and
defined the ordinal depth of each person according to the number of visible joints and the
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head size. The ordinal depth is defined as front, middle, or back, which is a relative depth
to its nearest person when he/she exists. In other words, the algorithm defines a person’s
ordinal depth among crowded people by his/her distance to the camera.

In a given image | € R™"<3 composed of N poses of persons P = {pi} and ground-
truth bounding box B={bi}, where i € {0, 1, ..., N— 1}, the proposed model estimates the
ordinal depth of a target person pi from an image cropped with the corresponding bounding
box b;. Afterwards, the ordinal depth is forwarded to the ordinal depth-guided block (OD
GB) for feature extraction and pose estimation. Let take a pose of a person as a target per-
son, pr € P, and the corresponding bounding box br € B, for example. We follow the
method of R. Khirodkar et al. [12] defining nearby persons if a person has at least three
visible joints locating within bt and get a list of candidate C persons near to the pr, where
C<N. The set of poses, Pc = {p.i}, and the bounding boxes, Bc = {b.i}, contain poses and
bounding boxes of each candidate nearby the person, where 1<i<C. The distance of center
coordinates between by and bei, D(br, bei), is applied to define the order of a nearby person
from near to far. The descriptions can be formulated as Eq. (1) below,

i =argmin D(b; ,b,). 1)

The candidate with the shortest distance, pi-, is defined as the nearest person p.

Following the selected nearest nearby person, we define the ordinal depth dr of the
target person by comparing the numbers of visible joints of pr and pn, denoted as vt and
vy, respectively. As shown in Eq. (2), we label dr as “front” if the difference between vt
and vy is greater than T;. If the difference between vr and vy is less than —Tj, dr is labeled
as “back.” Otherwise, dr is labeled as “middle,” as shown in Eg. (2),

front, ifv; —v >T,
d; =4 back, ifv; —vy <-T, )
middle, else

where T; is the threshold of the number of visible joints and is set to 2 according to exper-
iment data.

However, strictly following Eq. (2) may wrongly label ordinal depths. For instance,
when a target person pr is at the ordinal depth of “front’ relative to its nearest person py,
pr might be at the ordinal depth of ‘back’ when it is the nearest person to the other persons.
Therefore, the head bounding box is also considered if the ordinal depth of a person is
‘middle’ according to Eq. (2). We compare the head sizes of the target person h; and its
nearest person hy, and follow Eq. (3),

front, ifh; /hy =T,
d; =< back, ifh, /hy <T, 3)
middle, else
where Tyr and Thy are the thresholds of the head sizes for defining ordinal depth “front” and

“back,” and are set to 1.69 and 0.59, respectively, according to experiment data. Note that
the head size is defined as an area of a head bounding box by multiplying its width and length.
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Fig. 3 is an example to illustrate the above situation and the usages of Egs. (2) and (3)
wing to the occlusion problem among three persons using the PoseTrack 2018 dataset. The
green person (the person with a green head bounding box) is the target person pr, the blue
person is the nearest person pni, and the purple person is the second nearest person pnz,
where the number of visible joints vr = 10, vn1 = 9 and vz = 13. The head sizes are hr=74
x 80, hn1 = 45 x 51, and hnp = 123 x 121. For the relationship between pr and pni, ac-
cording to Eqg. (2) since (vr — vn1 = 1) < (Tj = 2), dr would be labeled as “middle.” In this
situation, the head sizes of the target person (hr) and the blue person (hnz) should be com-
pared. According to Eq. (3), since (hr/hn: = 2.58) > 1.69 (Ths = 1.69), dr would be labeled
as “front.” For the relationship between pr and pnz, according to Eq. (2), since (vr — Vn2 =
—3) < (-Tj =-2), dr would be labeled as “back.” Since dr is labeled as “front” and “back”
relative to pn1 and pne, respectively, dr should be labeled as “middle” among the three
persons. That is, the ordinal depths of the purple person pnz, the green person pr (the target
person) and the blue person pn: are “front”, “middle”, and “back”, respectively, which cor-
rectly identifies the relationship among the three persons, as shown in Fig. 3.

pr(Green): vr =10, ht =74x 80
pni(Blue): va1 =9, hne = 45 x 51
pnz2(Purple): vz = 13, hnz =123 x 121

s

é ordinal depth labeling using the PoseTrack 2018 dataset.

“

Fig. 3. An exémple to illustrat

3.2 Ordinal Depth-Guided Block

R. Khirodkar et al. [12] introduced a multi-hypothesis block (MHB) with condition
input A, where 1 = {0, 1}, to deal with the number of limited bounding boxes due to low
confidence caused by multiple persons. The model can produce primary hypothesis and
residual hypothesis for target persons and its nearest person with 1 =0 and 1, respectively,
from the same bounding box. However, the primary hypothesis requires target persons
located at the center of bounding boxes. To improve R. Khirodkar et al. [12], we proposed
an Ordinal Depth-Guided Block (ODGB), as shown in Fig. 4. The ODGB is a revised ver-
sion of the global context block (GCB) proposed by Y. Cao et al. [25], an extension of the
self-attention mechanism that learns long-range dependencies point pairs in feature maps
but with a lighter structure than the non-local block [24]. Different from the GCB [25], the
proposed ordinal depth is broadcast and cascaded with input features. The cascaded fea-
tures are transformed as the key for computing attention scores with the original features.
Finally, the output of the computation is decoded and added to the original features.
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Fig. 4. The details of the proposed Ordinal Depth-Guided Block (ODGB).

The overview of the proposed ODG-CNN is shown in Fig. 4. The ordinal depth in the
current frame is propagated along with bounding box propagation. Note that the ordinal
depth is predicted from the feature map that contains the information of a person, which
originates from the associated image. A more accurate result is forward to the offset-based
fine-tuning network, as DCPose [17]. The framework of the proposed ordinal depth-
guided-pose network (ODG-PNet) is shown in Fig. 6, where ODGBs are added to the last
two stages of HRNet-48 [11]. As shown in Fig. 6, stage 1 (the 1st stage) extracts features
from an image under different scales and then generates a lower resolution subnetwork
with the resolution of the feature map decreased to a half size from 72 x 96 to 36 x 48 and
the number of channels increased by two times from 48 to 96. Stage 2 (the 2nd stage)
performs multi-scale fusion which aggregates two branches under different scales to output
two fused feature maps under different feature sizes. In addition, it generates a lower res-
olution subnetwork with the resolution of the feature map decreased to a half size from 36
x 48 to 18 x 24 and the number of channels increased by two times from 96 to 192. Stages
3 and 4 also perform multi-scale fusion, similarly as stage 2. In stage 4, before it aggregates
four branches under different scales, each branch passes through an ODGB to reweight the
features via the predicted ordinal depth, and then it outputs one fused feature map. In sum-
mary, from Stages 1 to 3, the resolution of the newly generated subnetwork’s feature map
in each stage is gradually decreased to a half size (72 x 96 — 36 x 48 — 18 x 24 — 9 x
12) and the number of channels is increased by two times (48 — 96 — 192 — 384).

Ordinal depth

ODG-PNet

N
~ (,) > Offset-based pose ) Fine-tuned pose in
ODS HRst fine-tune network current frame

ODG-PNet

Fig. 5. Overview of the proposed ODG-CNN.



1412 Y1-YUAN CHEN, KUOCHEN WANG, HAO-WEI CHUNG, ET AL.

Ordinal | Front/middle/back

depth

predictor Rough
heatmaps

1x1

3rd
Conv.

stage

lst 2nd

stage @ stage

Image

Feature size
48 X 72 X 96

T
oy

96 X 36 x 48

laoao||goao|goao]anao
:

92 x 18 x 24

@384X9X12

5]

Fig. 6. The framework of the proposed ODG-PNet.

3.3 Implementation Details
3.3.1 Data augmentation

During training, we followed the data augmentation steps as those of HRNet [11].
Firstly, we randomly cropped targets persons into half bodies, then randomly flipped the
image for learning symmetric limbs. After that, boxes were randomly rotated with degrees
within [-45, 45], scaled with degrees within [-35%, 35%]. Finally, all boxes were resized
to a fixed resolution of 288 for height and 384 for width.

3.3.2 Loss function

We employed the L2 loss function to calculate losses between predictions and ground-
truth heatmaps pixel-wisely for all visible joints, which is a common pose estimation loss
function as that in R. Khirodkar et al. [12]. Invisible joints are not involved in backward
propagation. The loss function is defined as shown in Eq. (4),

L, =ﬁXZVJ—x||HG(j)—Hp(J>IIZ ¥

where Hg(j), He(j) and v; denote ground-truth heatmap, predicted heatmap, and an indicator
for visibility of joint j. The number of joints (N) in the PoseTrack 2018 dataset is 15. 2D
Gaussian with a standard deviation of 2 centering at the location of each ground-truth joint
is applied for ground-truth heatmaps.

To supervise the ordinal depth of persons, we employed a focal loss function Lp from
Tsung-Yi et al. [26] to learn classification tasks of the ordinal depth. The function is de-
fined as shown in Eg. (5),

Lp = Ge x —ae(1 — pe)og(pe) (5)
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where G, denotes an indicator, which is 1 when the ground-truth label is class c. « is used
to balance the number of samples in each class c. yis a factor that allows the model to
focus more on harder classification classes. p. denotes the predicted probability of class c.

4. EXPERIMENT RESULTS AND DISCUSSION

In this section, we firstly describe the PoseTrack 2018 dataset [21] and evaluation
metrics used. Then, experiment results and discussion are presented.

4.1 Dataset and Tools

The PoseTrack 2018 dataset [21] is a large-scale multiple-person in-the-wild for HPE
and tracking in videos. The dataset has complicated movements of highly occluded people
and camera motions. It is composed of 1,138 clips, including 153,615 annotations of the
poses. The dataset was split into training, validation, and testing sets including 593, 170,
and 375 clips, respectively. For the clips in the training split, 30 frames are densely anno-
tated in the center of the clips. For the clips in the validation split, poses are annotated in
every 4 frames. In addition, the annotations in training and validation datasets include hu-
man bounding boxes, head bounding boxes, locations of 15 joints of a person, and joint
visibility of each joint.

4.2 Training Details and Setup

In training, we firstly loaded parameters of HRNet [11] pretrained on the COCO da-
taset [28] before training the proposed Ordinal Depth-Guided-CNN (ODG-CNN) model
with PoseTrack 2018. Then, we preprocessed data with data augmentation described in
Section 3.3.1. ODG-PNet was trained with the preprocessed data and the loss function
described in Section 3.3.2. To evaluate the improvement of the ordinal depth block (ODGB)
in both propagated and non-propagated bounding boxes, we compared the HRNet [11],
MHPNet [12], and the proposed ODG-PNet model. To evaluate the improvement of tem-
poral features, we also trained the proposed ODG-CNN by following the training details
of ODG-PNet. We employed the Adam optimizer [29] with a learning rate starting with
0.0001 and decaying by 10% every 2 epochs. We trained each model for a batch size of 20
for 20 epochs. Each model was implemented with PyTorch [30] and trained with 1 Nvidia
Tesla V100S-PCIE-32GB.

4.3 Evaluation Metrics

Average precision (AP) is used to evaluate the precision of each joint part in the
PoseTrack benchmark [21]. With multiple body pose predictions, only the single pose with
the highest percentage of correct keypoints (PCK) can be assigned to the ground-truth pose.
The other predictions are considered as false positives. In detail, PCKhgs was introduced
in the PoseTrack 2018 benchmark for filtering out predicted poses that have values nor-
malized by head length higher than 0.5. Best predicted poses out of the filtered poses are
selected to match the corresponding ground-truth poses. The head length corresponds to
60% of the diagonal length of the ground-truth head bounding box [33]. If the distance
between a predicted joint and the corresponding ground-truth joint is within 50% of the
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head length, the prediction is considered correct, otherwise, incorrect. Finally, mean AP
(mAP) is the mean of APs over 15 joints in PoseTrack 2018.

4.4 Evaluation Results and Discussion
4.4.1 Comparison with state-of-the-art approaches

The single image-based and video-based HPE’s were evaluated on the validation set
of the PoseTrack 2018 dataset, as shown in the upper part of Table 2. The experiment
results of HRNet [11] and MHPNet [12] on the Posetrack 2018 validation dataset were
trained by following their training details. As shown in Table 2, the proposed ODG-PNet
achieved the highest performance of APs over all joints. That is, ODG-PNet achieved the
highest mAP of 80.3%.

Comparison of the state-of-the-arts video-based HPE approaches and the proposed
ODG-CNN are shown in the bottom part of Table 2. The reproduced performance results
with the source code released from Z. Liu et al. [17] are also presented and marked with a
superscript star. We reproduced DCPose [17] with the fine-tuned HRNet [11], as shown in
the upper part of Table 2. ODG-CNN obtained mAP of 81.1%, which is higher than the
performance of DCPose. In addition, mAP of the proposed ODG-CNN model is also higher
than the reproduced performance of DCPose [17] with the same fine-tune network.

Table 2. Performance (mAP (%0)) evaluation of single-image based and video-based state-of-
the-arts models using the PoseTrack 2018 dataset.

Method Head Shoulder Elbow Wrist Hip Knee Ankle Mean
(mAP)
Single image-based multi-person pose estimation
HRNet

[11], 2019 834 86.5 82.2 77.1 76.8 77.8 72.8 79.7

MHPNet
[12], 2021 83.4 86.5 82.0 76.3 78.4 78.1 72.3 79.8
ODG-PNet 834 86.6 82.7 77.1 79.3 78.7 73.2 80.3
(proposed) - — === —_= _= _ - =

Video-based multi-person pose estimation
STAF
[18], 2019 NA NA NA 64.7 NA NA 62.0 70.4
Pose

Warper 79.9 86.3 824 77.5 79.8 78.8 73.2 79.7

[15], 2019
DCPose 84.0 86.6 82.7 78.0 80.4 79.3 73.8 80.9
[17], 2021 84.2" 86.8" 82.8" 77.6" 78.7 78.3" 73.3" 80.5"
ODG-CNN 83.9 87.0 82.9 77.8 80.6 79.7 74.4 81.1
(proposed) - — - - — -

* Denotes the reproduced performance results of DCPose [17] with the latest source code version released by the
authors.

4.4.2 Evaluation of poses in propagated bounding boxes

Due to no relevant discussion on the performance of predicted poses in propagated
bounding boxes, we had experiments of poses estimation in propagated bounding boxes
with HRNet [11] and MHPNet [12], according to their descriptions and the proposed
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ODG-PNet for the comparison of mAP, as shown in Table 3. In comparison with HRNet
[11] and MHPNet [12], ODG-PNet achieved the highest mAP in propagated bounding
boxes with a propagation distance of 1. In terms of computation complexity, the number
of parameters of ODG-PNet is slightly higher than the other two approaches because of
the ordinal depth predictor and the ODGBs used in ODG-PNet. In terms of multiply and
accumulate operations (MACSs), the number of MACs in ODG-PNet is also slightly higher
than the other two approaches. However, the proposed ODG-PNet achieved the highest
mAP in propagated bounding boxes.

Table 3. Performance (MAP (%)) evaluation of HRNet, MHPNet, and the proposed ODG-PNet
in propagated bounding boxes.

HRNet
il 2019 04 835 792 741 741 749 699 768 | 636M 354G
MHPNet
2200 03 836 792 735 757 753 695 770 ’63.7M 35.4G
ODGPNet  o)c 839 800 746 768 761 70.6 7.7 | 638M 35.86G
(proposed)

(d)

Fig. 7. Visualized pose estimation results of HRNet [11] (a), MHPNet [12] (b) and the proposed
ODG-PNet (c) in the current bounding box, and HRNet [11] (d), MHPNet [12] (e) and the proposed
ODG-PNet (f) in the propagated bounding box using the PoseTrack 2018 dataset.

We use an example to illustrate and to visualize the effectiveness of the proposed
ODG-PNet. Fig. 7 shows visualized pose estimation results of HRNet [11] (a), MHPNet
[12] (b)) and the proposed ODG-PNet (c) in the current bounding box, and HRNet [11]
(d), MHPNet [12] (e) and the proposed ODG-PNet (f) in the propagated bounding box
using the PoseTrack 2018 dataset. We found that in the current bounding box, the proposed
ODG-PNet (c) and MHPNet [12] (b) have similar precision performance of pose estima-
tion results, while HRNet [11] (a) incorrectly predicted the right knee (in pink) joint of the
person in the back as that of the target person (the person in the middle). In addition, in the
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propagated bounding box, the proposed ODG-PNet (f) has better pose estimation results,
especially in the right knee joint (in pink) prediction of the target person (the person in the
middle), compared to HRNet [11] (d) and MHPNet [12] (e). This is because in the propa-
gated bounding box, the proposed ODG-PNet has additional “ordinal depth” information
that can help predict the right knee joint of the target person, while the other two methods,
HRNet [11] and MHPNet [12], both incorrectly predicted the right knee joint of the person
in the back as that of the target person. This example illustrates and visualizes the effec-

tiveness of the proposed ODG-PNet, compared to the other two methods.

4.4.3 Ablation studies

Ablation studies of ODG-PNet performance on the PoseTrack 2018 are shown in Ta-
ble 4. In the first part, we studied combinations of two parameters, head size and the num-
ber of visible joints (#joints), in the ordinal depth algorithm. The results show that ODG-
PNet trained with the ordinal depth defined with either parameter of head size or #joints is
not higher than the combination of the two parameters. Furthermore, the combination in
the order of #joints before head size has the best performance of APs overall. To validate
the proposed ODGB, we also trained HRNet [11] employed with GCB [25], nhamed as
ODG-PNet w/o ODGB. The results show that the proposed ODG-PNet with ODGB im-
proved mAP by 0.6%.

Table 4. Ablation studies of ODG-PNet performance (mAP(%)) on PoseTrack 2018.

Method Head Shoulder Elbow Wrist Hip Knee Ankle  Mean (mAP)
Ordinal depth algorithm
ODG.-PNEt 833 86.6 82.6 77.2 79.3 78.5 73.0 80.3
(head size only) i —= —= —
C.)[?G-PNet 83.8 86.6 82.5 77.2 79.2 78.5 72.8 80.3
(#joints only) — — — —
OE?G-PNe't' 83.3 86.5 82.6 77.0 79.3 78.5 73.0 80.3
(head size + #joints)
ODG-PNet
(#joints + head size) ~ 83.4 6.6 82.7 77.1 79.3 78.7 73.2 80.3
(proposed)
Ordinal depth-guided block
ODG-PNet
w/o ODGB 82.9 86.3 82.1 76.3 78.5 78.4 723 79.7

5.1 Conclusion

5. CONCLUSION AND FUTURE WORK

This paper presents the proposed ordinal depth-guided-CNN (ODG-CNN) which pro-
vides a propagated bounding box with additional information of the ordinal depth for
video-based multi-person pose estimation. Experiment results have shown that the pro-
posed ODG-CNN achieves the higher mAP of 81.1% on the PoseTrack 2018 dataset than
existing video-based multi-person pose estimation methods. In addition, experiment re-
sults have also shown that the proposed ODG-PNet has better performance in terms of
mAP than existing single image-based multi-person pose estimation methods, such as
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HRNet [11] and MHPNet [12] in propagated/non-propagated bounding boxes. This shows
the robustness of the proposed ODG-PNet to estimating poses in propagated bounding boxes.

5.2 Future Work

In the proposed ODG-CNN, we simply reweight features for the target person by
concatenating the proposed ordinal depth. In the future, we will further investigate tasks
of a combination of computer vision (CV) and natural language processing (NLP), such as
visual question answering (VQA) to answer sentences by fusing features of questions and
images, for exploiting more spatial information with the proposed ordinal depth. In addi-
tion, we plan to implement the proposed ODG-CNN with datasets of real-world applica-
tions that need high mAP of video-based estimated poses, such as use of telehealth for early
detection and intervention of developmental delays in children.
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